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We study restricted classes of B-trees, called H(p, y, 8) trees. A class is defined by three parameters: 
0, the size of a node; y, the minimal number of grandsons a node must have; and 6, the minimal 
number of leaves bottom nodes must have. This generalizes the brother condition of 2-3 brother 
trees in a uniform way to B-trees of higher order. The class of B-trees of order m is obtained by 
choosing j3 = m, y = (m/2)* and 6 = m/2. An algorithm to construct H-trees for any given number of 
keys is given in Section 1. Insertion and deletion algorithms are given in Section 2. The costs of these 
algorithms increase smoothly as the parameters are increased. Furthermore, it is proved that the 
insertion can be done in time O(p + log N), where N is the number of nodes in the tree. Deletion can 
also be accomplished without reconstructing the entire tree. Properties of H-trees are given in Section 
3. It is shown that the height of H-trees decreases as y increases, and the storage utilization increases 
significantly as 6 increases. Finally, comparisons with other restricted classes of B-trees are given in 
Section 4 to show the attractiveness of H-trees. 
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ment]: Physical Design--access methods 

General Terms: Algorithms, Performance 
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1. DEFINITION OF H-TREES 

1.1 Introduction 

Since its definition in 1972 by Bayer and McCreight [l], the B-tree has been a 
very popular data structure. Its success is due to the fact that the two necessary 
operations, accessing any key and updating the data structure, are both guaran- 
teed to be “fast” (i.e., requiring time logarithmic in the number of keys). Recently, 
many “variants” of the B-tree have been introduced with the goal of improving 
the performance of the data structure. Each variant, however, has had a serious 
flaw. This paper introduces a parameterized subclass of B-trees which overcomes 
the shortcomings of the previous research. In this section we give some basic 
definitions, discuss previous research, and state the goals of our research. 

We take the following definition from Knuth [9]. 
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Definition 1.1. A B-tree of order m is a tree that satisfies the following 
conditions: 

(1) Every node has I m sons. 
(2) Every node, except for the root and leaves, has 2 m/2 sons. 
(3) The root has at least two sons (unless it is a leaf). 
(4) All leaves appear on the same level, and carry no information. 
(5) A nonleaf node with k sons contains k - 1 keys. 

We judge the performance of a B-tree by the following cost criteria: (1) the 
cost to access a key, (2) the amount of storage required by the B-tree, and (3) 
the cost of inserting (or deleting) a key. In (1) and (3), “cost” is measured by the 
number of nodes we must examine (or modify) to perform the operation. The 
storage used by a B-tree, T, is typically measured in terms of “storage utilization” 
(u), defined by 

number of keys in T 
U= 

(number of nodes in T)(node size - 1) 

where node size is the maximum number of sons a node can have. When used as 
numbers, N, K, and H always represent number of nodes, number of keys, and 
the height of a tree, respectively. 

Even though insertion, deletion, and accessing any key can be done in time 
O(log N), where N is the number of nodes in the tree, improvement is still 
possible. Unfortunately, B-trees are underconstrained. The definition is too 
general, and allows a lot of different representations for a given number of keys. 
Some of the representations may even differ in height. Among all different 
representations, there are some very skinny trees. Skinny trees are bad because 
the height of the tree is usually larger, thus it takes more time to access the keys. 
Also, storage utilization can be very poor, in some cases as low as 50 percent. 

Many people have recognized these problems and have tried to solve them. 
There are two approaches: 

(1) Find a variation of B-trees by adding additional conditions on the tree. 
B*-trees [9], l-2 brother trees [12], 2-3 brother trees [B], and dense multiway 
trees [4] are some examples of this approach. As examples of possible conditions, 
B*-trees require every node (except the root) to have two-thirds of its space 
occupied; 2-3 brother trees require every node that has two sons to have a brother 
that has three sons. 

(2) Find the subset containing all B-trees that are optimal with respect to 
some measure. Compact B-tree and minimal-comparison 2-3 trees belong to this 
group [2, 5, 10, 13, 141. 

For definitions of these classes of trees, see Section 4. (However, the following 
discussion does not depend on them too heavily.) 

The results of the above research are not wholly satisfactory; each new class 
of B-trees has at least one serious shortcoming. Compact trees do not have 
O(log N) insertion and deletion algorithms. The cost of maintaining these trees 
can be as large as O(N). B*-trees have better storage utilization than uncon- 
strained B-trees; the worst case, however, is still only 67 percent. The brother 
condition of 2-3 brother trees can be generalized to 1-2 brother trees [B, 121. 
ACM Transactions on Database Systems, Vol. 10, No. 2, June 1985. 
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However, it cannot be generalized in a simple and natural way to the more 
important case of B-trees of higher order. 

Finally, dense multiway trees [4] are based on a cumbersome generalization of 
this brother condition. A unique and important feature of these trees is that the 
definition is based on a parameter, r, which is specified by the user. Varying r 
allows a time/space trade-off; increasing r provides better storage utilization at 
the expense of increasing the time required for insertion and deletion. However, 
the performance of dense multiway trees is not satisfactory. Only for r = 1 (its 
minimum value) are O(logN) insertion and deletion algorithms known. For 
larger values of r, O(N) algorithms must be used. Further, as shown in Section 
4, the worst-case storage utilization for a dense multiway tree of order m is (r + 
l)/(m + l), which is extremely small for r = 1 (much worse than the B-trees’ 50 
percent). Thus, the time/space trade-off provided by varying r has two shortcom- 
ings: (1) the peformance does not change “smoothly” as r is varied; (2) no value 
of r guarantees both acceptable worst-case storage utilization and O(logN) 
insertion and deletion time. 

This paper addresses the shortcomings of the above research. We define a 
parameterized class of trees such that the definition: (1) is simple; (2) applies to 
trees of all orders; (3) allows an “acceptable” (see below) times/space trade-off 
by varying the parameters; (4) is very general. We can make the class “look” like 
many different classes (for example, the ones mentioned above) by choosing 
suitable parameters. This provides a framework for comparison of different 
classes of trees. 

The most important property of the time/space trade-off we obtain is that for 
all choices of the parameter values; the performance, measured by either utili- 
zation or insertion/deletion time, is guaranteed to be “acceptable.” We require a 
utilization of at least 50 percent (as is the case for unconstrained B-trees) and 
O(logN) insertion and deletion. In addition, by choosing suitable parameter 
values, the class of trees gives “arbitrarily good” performance in either measure 
(that is, utilization approaching 100 percent and insertion/deletion time ap- 
proaching that for unconstrained B-trees). 

In addition to the above, the time/space trade-off is “smooth”; small changes 
in the parameters cause relatively small changes in performance. A final esthetic 
goal is that by setting all parameters to some extremal values, the performance 
of unconstrained B-trees should be obtained. This paper goes a step further; 
when these values are chosen, the insertion and deletion algorithms become 
those of unconstrained B-trees. 

In the remainder of this section, we define H-trees and describe an algorithm 
to construct such trees. Insertion and deletion algorithms, together with their 
worst-case analyses, are given in Section 2. We study various properties of 
H-trees in Section 3 to show the attractiveness of this class of trees. Comparisons 
with other classes of trees are given in Section 4. Finally, a brief summary and 
conclusion are given in the last section. 

1.2 Definition of H-Trees 

We begin our discussion by selecting the parameters for this class of trees. The 
first and most obvious choice is the order, that is, the size of a node (i.e., the 
maximum number of sons a node can have). We use /3 for this parameter. We 
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reserve the letter (Y for the minimum number of sons a node must have. 
Theoretically, LY can be any number between one and /!?. However, it will not be 
interesting if (Y is less than p/2; and it will be very difficult to insert or delete if 
(Y is larger than p/2. Throughout this paper, we always choose (Y = l/3/21. 

The second parameter is a generalization of the brother condition. For example, 
in 2-3 trees, instead of requiring a 2-node (a node with two sons) to have a 
3-node brother (a node with three sons), we can relax the condition to require 
each node to have five grandsons. In general, the parameter y is defined to be 
the minimum number of grandsons each node must have. 

The nodes on the bottom level of the trees do not have grandsons (they have 
leaves as sons), thus they are not subject to the restriction of having y grandsons. 
We cannot afford to let these nodes be free from restrictions because their 
utilization is the dominant factor in the utilization of the entire tree. Thus, we 
require these nodes to have at least 6 sons (leaves). This can be viewed as a 
generalization of the storage requirement of B*-trees (on the bottom nodes only). 

The above discussion leads us to the definition below. 

Defirzition 1.2. A height-balanced tree of order (/3, y, 6), (or a H(P, y, 6) tree) is 
a B-tree of order @ such that 

(1) Every node, except the root and those nodes on the botton level, must have 
at least y grandsons. 

(2) All nodes on the bottom level must have at least 6 leaves. 

Note that we also use the notation H(P, y, 6) to represent the set of all H(P, y, 
6) trees. We sometimes use H-trees without specifying the parameters, when it 
is not important to do so or it is clear what the parameters are. 

We now investigate the relations between the parameters. Apparently, y and 
6 have upper and lower bounds. If y I (Y’, the restriction on the number of 
grandsons is, in fact, removed. On the other hand, if y > /3*, the tree cannot be 
constructed. So we have trivial bounds on y: CY’ 5 y 5 p2. 

A node can have at most p2 grandsons, thus if we want to have an efficient 
insertion algorithm that preserves Definition 1.2, the node must be able to split 
(without too much effort) into two nodes each having y grandsons. Thus, we add 

to our relations. 

J2+l 
2 

0.1) 

Finally, there is an upper bound on parameter 6. Though it is not clear at this 
stage why we choose the following bound, it will be clear after the proof of 
Algorithm BuildTree. 

(1.2) 

Note that the upper bound is within a small constant of /3. When y = CY’ and 
6 = (Y, H(& y, 6) trees are simply B-trees of order p. 

The following lemma is a direct consequence of the definition; we omit the 
proof. 
ACM Transactions on Database Systems, Vol. 10, No. 2, June 1985. 
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Fig. 1. An H(3,5, 2)-tree with 23 keys. 

LEMMA 1.1. H(/3, y’, 6’) is a subset of H(P, y, 6) iffy’ I y and 6’ r 6. 

Figure 1 shows an H(3, 5, 2) tree of 23 keys. 

1.3 Algorithm BuildTree 

We gave upper and lower bounds of y and 6 in the previous section. An obvious 
question is: Do these conditions guarantee that we can always construct an H(& 
y, 6) for any given number of keys and for any positive interger p? An algorithm 
to construct such a tree is given below. Note that the algorithm is indepedent of 
the parameters y and 6. This is because we construct a tree that satisfies maximal 
y and 6. Thus, by Lemma 1.1, the tree is H(P, y, 6). 

Algorithm Htree 
Input: An integer K 2 1 and an integer parameter /I. 

Output: The skeleton of an H(P, y, 6) tree with K keys, y and 6 satisfying 
Method: Begin 

H: = rlog,(K + 1)l; 

(1.1) and (1.2). 

Get a node pointed to by T; 
BuildTree (T, K, H); (The tree is pointed to by T) 

End; 

The procedure BuildTree is given below. Note that we omit the variable 
declarations in the algorithm. The meanings of the variables are given below. 

K = number of keys in the tree, 
H = height of the tree, 
M = maximum number of keys in a tree of height H - 1, 
S = number of subtrees this node will have, 
R = number of keys not yet distributed, 

N’(i) = number of keys in ith subtree. 

(Remark: M, S, R, iV’( i) are local wrt the procedure BuildTree.) 
We compute the minimal possible height of the tree first. If there is enough 

space to hold K keys in one node, we simply attach K + 1 leaves to the node (line 
16). Otherwise, we compute M, which is the maximum number of keys a tree of 
height H - 1 can have. 

ACM Transactions on Database Systems, Vol. 10, No. 2, June 1985. 
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Procedure BuildTree of Algorithm Htree 

01 Procedure BuildTree (var p:ptr; K, H:integer); 
02 Begin 
03 If (K ?,6) then 
04 begin M: = pH-’ - 1; IMaximum number of keys in subtrees of height H - 11 
05 S: = r(K + l)/(M + 1)l; {Minimum number of sons) 
06 R:=K-S+I; 
07 For i: = 1 to S do {distribute keys evenly) 
08 begin 
09 N’(i): = R/(S + 1 - i); {integer division} 
10 R:= R - N’(i); 
11 Get a node pointed by pt. son(i); 
12 BuildTree (pt. son(i), iV’( i), H - 1); 
13 end 
14 end else ibottom nodes) 
15 fori:=ltoK+ldo 
16 Get a leaf node pointed by pt. son( i) 
17 End; 

We then distribute keys as evenly as possible into subtrees with as few subtrees 
as possible. The minimum number of subtrees, S, must satisfy 

s-l<K-(s-l)<s 
M -* 

Solving the above inequality, we get S = r(K + l)/(M + 1)l. This is what we use 
in line 5 of Algorithm BuildTree. 

The rest of the section shows that the algorithm is correct; that is, the resulting 
tree is indeed an H(& y, 6) tree. 

THEOREM 1.1. If~r 5 y 5 y,,anda 5 b I 6,, wherey,,=l(p*+ 1)/2Jand 
6,,= L(c@ - @ + l)/cyJ, then there exists an H-tree for any number of keys. 

The proof of the theorem can be found in [7]. 

2. INSERTION AND DELETION ALGORITHMS 

In Section 1, we discussed an algorithm that builds a tree satisfying the definition 
of an H(/3, y, 6) tree. However, a static construction algorithm is not enough. 
Any good data structure should be able to be modified dynamically. The insertion 
algorithm for B-trees can be applied to insert keys into H-trees, but it fails to 
preserve the conditions required of H-trees. Similarly, the deletion algorithm for 
B-trees cannot be used. Thus, we need more sophisticated insertion and deletion 
algorithms. 

In designing the algorithms, we have two objectives in mind. On the one hand, 
we want the algorithm to have low worst-case cost. On the other hand, we want 
the cost to decrease to that of B-trees when y and 6 equal their minimum values. 
The cost of an operation is defined to be the number of nodes (pages) that are 
needed to carry out the operation. 

2.1 Basic Operations 

We discuss some basic operations that are used in the insertion and deletion 
algorithms and the conditions under which the properties of the H-tree can be 
preserved. 
ACM Transactions on Database Systems, Vol. 10, No. 2, June 1985. 
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A node in an H-tree may contain the following information: 

(1) key[i]: the key value, i = 1, . . . , /3 - 1. 
(2) son[i]: pointer to the ith son, i = 0, . . . , l3 - 1. 
(3) fptr: pointer to the father node. 
(4) ns: number of sons. 
(5) ngs: number of grandsons. 

Some operations that are used in the insertion and deletion algorithms are 
explained below: 

(1) SHIFT(B, N, m): Shift m sons from node B to node N, where nodes B 
and N are brother nodes with the same father F. Some keys in nodes N, B, and 
F may have to be moved. Figure 2a gives an example of SHIFT(B, N, 1) where 
B and N are adjacent brothers. Note that the fields of the number of sons (ns) 
and number of grandsons (rigs) in the nodes B, N, and F must be changed to 
reflect the SHIFT operation. 

(2) PACK(N, m): Reduce the number of sons of node N to m. The number of 
N’s grandsons should not be changed. We give an algorithm to implement this 
operation if m is not too small (see Lemma 2.4). An example of the PACK 
operation is given in Figure 2b. 

(3) MERGE(B, N): Node B is merged into its adjacent brother N. Node B is 
released after the operation. The MERGE operation can be viewed as a special 
case of SHIFT, where m is the number of sons of node B. Figure 2c gives an 
example of a MERGE operation. 

When applying the above three operations, there is no guarantee that the tree 
will still be an H(& y, 6) tree after the operations. In the following lemmas, we 
give conditions under which the H-tree properties are preserved. The proofs of 
these lemmas can be found in [7]. 

LEMMA 2.1. If a node in a tree is full (i.e., it has l3 sons), and each son has at 
least LY sons, then the node has at least y grandsons. 

This lemma says that whenever a node is full, we do not have to check the 
number of sons and grandsons. 

LEMMA 2.2. If B and N are adjacent brother nodes of an H(& y, 6) tree, then 
the tree resulting after a SHIFT(B, N, 1) operation is still a H(/3, y, 6) tree if (1) 
N is not full, (2) node B has more than a sons, and (3) B has at least y + p 
grandsons. 

With Lemma 2.1, we can generalize Lemma 2.2 in the following way. 

LEMMA 2.3. If B and N are brother nodes (adjacent or not) of an H(/3, y, 6) 
tree, then the tree resulting after a SHIFT(B, N, 1) operation is still an 
H(P, y, 6) tree if all three conditions in Lemma 2.2 are satisfied and all nodes 
between B and N are full. 

LEMMA 2.4. In an H(& y, 6) tree, a node N with NS sons and NGS grandsons 
can be packed into m sons if m 2 rNGS/@l. 

LEMMA 2.5. In an H-tree, two adjacent brother nodes (B and N) can be combined 
to form one node if they have no more than p2 grandsons. 
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2.2 Insertion Algorithm 

To insert a key into an H-tree, we find the node N on the bottom level where 
the key should be inserted. The algorithm for finding the node is the same as 
that for B-trees. After we find the node N, care must be taken so that the 
insertion of the new key will not violate any of the H-tree conditions. We divide 
the insertion algorithm into two phases: the first phase deals with the nodes on 
the bottom level, and the second phase deals with higher levels. 

Phase 1. The problem in the first phase occurs when we split a node into two 
nodes. Each will have only (Y (or (Y + 1 if /3 is even) sons. This violates the 
condition that each node on the bottom level must have at least 6 sons. One 
obvious way to solve this problem is to allow keys to “overflow” to other nonfull 
brothers. If all brothers are full, we just add another node and average all the 
keys over all brothers. This may cause the father to split if the father was full 
originally. We deal with this problem in the second phase. 

Though the above algorithm works, it has an obvious disadvantage. That is, in 
the worst case, the cost is always p no matter how small 6 may be. We present 
instead another algorithm that depends on 6. The cost of the algorithm is not 
only a function of 6, but also equal to that of B-trees when 6 = (Y. 

The modified algorithm works as follows: We do not wait until all the brothers 
of node N are full. As soon as there are enough full nodes around N, we average 
all the keys of these full nodes (plus the new key) over one more node. Suppose 
we have m full nodes around N, then there are (/3 - 1)m keys in these nodes and 
(m - 1) keys between them in father F. We take all these keys plus the new key 
and distribute them over m + 1 nodes (we need m keys to separate the m nodes). 
In order that each node have at least 6 sons at the end, the following inequality 
must hold. 

that is, 

(@ - 1)m + (m - 1) + 1 L (6 - l)(m + 1) + m 

The smallest integer solution of the above inequality is 

6-l 
m= p-s * c 1 (2.1) 

Phase 1 of the insertion algorithm is given below. It may be worth pointing 
out that m is a fairly small number, except when 6 is near its maximum value. 

Algorithm 11 

Step 1: If the node N is not full, then add the key into node N and STOP. 
Step 2: If there are m consecutive sons of the father F, including node N, that are full, 

then go to Step 4. Otherwise, continue. 
Step 3: Add the new key into N and then SHIFT 1 subtree of N to B via any nodes in- 

between N and B, where B is the nearest nonfull brother of N. STOP. 
Step 4: Average the keys in the m full nodes into m + 1 nodes and insert the new node 

into F. If F was not full initially, STOP. Otherwise, go to phase 2. 
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In the algorithm, we either do a “shift” or an “average” (we prefer “shift” 
because of the low cost). Lemma 2.3 and formula (2.1) guarantee the correctness 
of the algorithm. 

Phase 2. In the second phase, we are given a node N on level L of H(/3, y, 6) 
tree T of height h, a key called newkey, and a subtree of height h - L, called 
newson, such that there is an i which satisfies one of the following conditions. 
(Note that to simplify our discussion we can always avoid creating a node as the 
first or the last sons in the first phase.) 

(i) k” < newkey < k’ < NT.key[i], 
where k’ is any key in new son and k” is any key in NT.son[ i]; 

(ii) NT.key[i] < k’ < newkey < k”, 
where k’ is any key in new son and k” is any key in Nf.son[i + 11. 

We also assume that node N is the jth son of its father F if N is not the root of 
the tree. 

The task on this level is to merge NE WKEY and NE WSON into node N or 
his brothers (if possible) or to go up one level if N must be split. At the end of 
this iteration, we either stop or we have reduced the problem to a higher level. 
We present the iterative algorithm below. Note that node B is always the adjacent 
brother of node N. 

Algorithm 12 
Step 1: 

Step 2: 

Step 3: 
Step 4: 
Step 5: 

Step 6: 
Step 7: 

Step 8: 

Add NE WKEY and NE WSON into node N at the proper place such that the key 
order is preserved. If N has no more than /3 sons, STOP. 
If node N has p + 1 sons, and it is splittable (i.e., if both the leftmost and rightmost 
half of the sons have at least y grandsons), then split the node, call the new node 
newson, and the key separating these two nodes newkey. Go to Step 8 if this is 
the case. Continue otherwise. 
If adjacent brother node B is not full, then SHIFT(N, B, 1) and STOP. 
If N has no more than p’ grandsons, then PACK(N, /3) and STOP. 
SHIFT(N, B, 1). If B is splittable, then split B into two nodes as in Step 2, go to 
Step 8. 
If B has no more than p2 grandsons, PACK(B, p) and STOP. 
Add a new node W between N and B. Distribute the 2fi + 1 sons in B, and N into 
nodes B, W, and N such that each node has at least cx sons and y grandsons. 
N: = NT.fptr, go to Step 1. (Go up one level) 

We have to prove that the algorithm will insert a key properly. That is, all 
nodes involved must have at least (Y sons and y grandsons at the end of the 
algorithm. There are several possible paths in each iteration. They are fairly easy 
to prove, except Step 7, which is explained below. 

In Step 7, node N will have at least p2 - p grandsons and /3 sons. Node B will 
have at least p2 + 1 grandsons and p + 1 sons. We can distribute these sons (and 
grandsons) in the following manner: Node N gets some of the leftmost sons and 
B gets some of the rightmost sons, such that 

p2 + 1 
~ 5 NT.ngs < - 

2 
82+l+p 

2 

and 

p2 + 1 
~ 5 BT.ngs < ~ 

2 
P2+1+p 

2 * 
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In both cases, N and B will have at least CY sons. All the remaining sons form a 
new node W between them. Thus, W will have at least 

2p2--p+1-2 

grandsons, which is at least y if @ 2 5. That is, nodes B, N, and W will have at 
least a sons and y grandsons if /3 z 5, so we can always do PACKing at this point 
if /3 I 5. This is not a serious restriction since p is usually much larger than five. 

Thus, we can summarize the above discussion in the following theorem. 

THEOREM 2.1. There is an algorithm that can insert a hey into an H(@, y, 6) 
tree such that the resulting tree is still H(p, y, a), provided fl I 5. The cost is at 
most 3(h - 1) + p + m + 1 where m isgiven in (2.1). 

Since there is only one path in the algorithm that needs the assumption 
,6 L 5, we can eliminate the assumption if we can avoid that path. 

LEMMA 2.6. A node N with ,t3 + 1 sons and more than /3’ grandsons can be split 
into two nodes such that both nodes satisfy the H-tree restrictions if y I ymax - a. 

PROOF. Take some of the leftmost sons of N to form a node L such that L has 
at least y grandsons but no more than y + p - 1. All the rest of the sons of N 
form another node R. Node R will have at least /3’ + 1 - (y + p - 1) > y 
grandsons and at least (Y sons. Cl 

THEOREM 2.2. There is an algorithm that can insert a hey into an H(/3, y, 6) 
tree such that the resulting tree is still H( p, y, a), provided y 5 ymar - a. The cost 
is at most 2(h - 1) + /3 + m + 1 where m isgiven in (2.1). 

PROOF. By the previous lemma, the algorithm will either split node N or it 
will execute the PACK operation. We do not have to go through the “average” 
path, thus dropping the requirement of fi I 5. Also, we need to access two nodes 
instead of three nodes on every level if no Pack is required. Cl 

The restriction on the parameter y is not a serious one because y is one order 
larger than (Y. So for most of the cases (unless y is very close to its maximum 
value), the cost is fairly small. 

2.3 Deletion Algorithm 

The deletion algorithm is also divided into two phases. The first phase deals with 
the nodes on the bottom level (level h - 1); the second phase handles the rest. 
We assume that the key we are deleting is located at the bottom level, as in the 
case of B-trees. If not, we can always find a key (the next higher or lower) that 
resides on the bottom level in order to replace it. 

Phase 1. This is almost the reverse of Algorithm Il. The algorithm is slightly 
different in that we have to check for two conditions. Namely, the number of 
sons and the number of grandsons. Suppose a key is deleted from a node N on 
the bottom level. If node N has less than 6 sons (i.e., leaves), we either borrow 
keys from its brothers (“underflow”), if possible, or reconstruct nodes such that 
N has one less brother. This may require examining N’s grandfather. After 
insuring N has enough sons, we check that N’s father has enough grandsons. 
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The deletion algorithm is given below, with 

P-1 w= P-6 =m+l* r 1 (2.2) 

Algorithm Dl 
Step 1: 

Step 2: 

Step 3: 

Step 4: 
Step 5: 
Step 6: 

Delete the key from node N. If N has at least 6 sons (i.e., leaves), go to Step 5 to 
check the grandsons of F. 
If there are w - 1 consecutive brothers of N on either sides of N that have 6 sons 
each, go to Step 3. Otherwise, SHIFT@, N, 11, where B is the nearest brother of 
N that has more than 6 sons. Go to Step 5. 
Take the w nodes found in Step 2, and all the keys separating them, and 
redistribute them over w - 1 of the nodes. Delete the extra node. 
If N’s grandfather G has enough grandsons, go to Step 5. Otherwise, go to Step 6. 
If N’s father F has enough grandsons, STOP. Otherwise, go to Step 6. 
N:=F; 
F: = Nf.fptr; 
Continue to the second phase (D2) of the algorithm. 

Since we only touch the two-level subtree containing nodes N and F, we need 
only to check that these nodes are in the subtree in order to prove the correctness 
of the algorithm. Note that the following lemma does not guarantee that node F 
has enough sons and grandsons. However, it satisfies the invariant of the second 
phase. 

LEMMA 2.7. After the execution the algorithm Dl, node F has at least (Y - 1 
sons and y - 1 grandsons. All the sons of F have at least 6 leaves. 

PROOF. It is clear that node F will lose at most one grandson in the process. 
F may also lose one son due to the redistribution of keys to reduce the number 
of nodes from w to w - 1. Clearly, the brothers of N will always have at least 6 
sons. It remains to show that the redistribution in Step 3 can be achieved without 
creating nodes with more than p sons. Since w = [ (p - 1)/(/3 - 6) 1 , w satisfies 
w6 - 1 % (w - l)@ Therefore, the w - 1 nodes are able to absorb all the keys of 
the deleted node. 0 

The above lemma concludes the discussion of the first half of the deletion 
algorithm. 

Phase 2. As is the case for other kinds of trees, the deletion algorithm for 
H-trees is more difficult than the insertion algorithm. We present an iterative 
algorithm that goes up one level at a time. The invariant of each iteration is such 
that node N may have lost up to one son and /3 grandsons in the previous 
iteration, but all other nodes satisfy the H-tree requirements. At the end of an 
iteration, we go up one level, and the above invariant must be true for the new 
node N if the whole process has not been terminated. 

Algorithm D2 
Step 1: If node N has at least LY sons, go to Step 7 to check grandsons. 
Step 2: (At this step, either (i) Nf. ns = (Y - 1 and therefore NT.ngs 5 (LY - 1)p 5 (p2 - 

2@/2, or (ii) Nf.ns 2 (Y, but since this iteration has not terminated, NT.ngs c y 
5 /3’/2.) If shifting one son from adjacent node B to N will not violate any of the 
H-tree restrictions for node B, execute SHIFT@, N, 1) and go to Step 7. 
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Step 3: (If we cannot shift one son from B, we have either (i) Bf.ns = (Y and therefore 
BT.ngs 5 p2/2, or (ii) Bf.ns > (Y, but BT.ngs < y + @ 5 (p2 + /3 + 1)/2.) If 
nodes B and N have no more than p* grandsons together, then MERGE(B, N), 
PACK(N, p) if necessary, and go to Step 7. 

Step 4: (N and B together have between p* + 1 and @(p + 1) grandsons.) Let B ’ be 
another brother of N such that N, B, and B' are adjacent. (Here we assume 
(Y 2 3. If B' has at least’@ sons and at least p(p - 1) grandsons, go to Step 6. 
Otherwise, if B' has less than @ sons (hence less than fl(fl - 1) grandsons), 
PACK(B’, p - 1). 

Step 5: (B ’ has at most /3 - 1 sons, and hence can absorb a son if we merge B and N.) 
MERGE(N, B), PACK(N, @ + l), SHIFT(N, B’, l), and go to Step 7. 

Step 6: If nodes B and B’ are on the same side of N (as in Figure 2b), then SHIFT(B’, 
B, 2) and SHIFT(B, N, 1). (Note that it may take two sons to make up the loss 
caused by SHIFTing one son from node B.) Otherwise, B ’ is also adjacent to N, 
so SHIFT(B’, N, 1) is sufficient. 

Step 7: If node N has less than y grandsons, go to Step 2. Otherwise, if F is the root, 
check to see if it has to be deleted, then STOP. If F is not the root, then 

N := F; 
F := NT.fptr; 
B := an adjacent brother of N; 

and go to Step 1. 

Since PACK is the most costly operation in Algorithm D2, one can modify the 
algorithm to check if SHIFTing is possible before checking the possibility of 
MERGEing. The modified version will have a smaller expected cost. However, 
there are other advantages in arranging the algorithm in this way. One advantage 
is that when y is equal to its minimal value, the algorithm is identical to that of 
B-trees. The worst-case cost in the modified version in this case is slightly higher. 
Another advantage is that we may remove the p 2 6 restriction in some cases, as 
we see in the next two lemmas. 

LEMMA 2.8. Algorithm 02 will result in an H(P, y, 6) tree if @ I 6. 

PROOF. We have to show that the invariant is true after each iteration and 
that nodes N, B, and B ’ (if any) have enough sons and grandsons. We divide the 
proof into four parts. 

Claim 1. Node N will have at least (Y sons and y grandsons. 

If N does not have enough sons initially, it gets a son from node B or node B ’ 
if possible, or it will merge with B. If the merge results in too many sons, one of 
them is shifted to B ‘. 

If, during the first pass through Steps 2-6, MERGE occurs, then node N will 
have many more grandsons. Otherwise, by going through it again (from Step 7 
to Step 2), N will pick up more sons (thus more grandsons) to make up the 
deficiency. 

Claim 2. N’s remaining brothers satisfy the H-tree restrictions. 

To see that B and B ’ will satisfy the restrictions, consider Step 6 (the others 
are obvious). If B cannot afford to lose one son, two sons are shifted from B ’ to 
B to ensure that B will have enough of both sons and grandsons. Since B’ has at 
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least p( /3 - 1) grandsons in this case, it will have at least 

p(p - 1) - 2p = p2 - 3p r y r y (assume p L 6) 

grandsons left in B ‘. 

Claim 3. Node F will have at least LY - 1 sons if it is not the root. 

Initially, F has at least (Y sons. The only way it can lose a son is through 
MERGEing two of its sons. Since merge can occur at most once in each iteration 
(it is easy to see that, after a MERGE, N will have an abundance of sons and 
grandsons), F will have at least (Y - 1 sons. 

Claim 4. Node F will have at least y - p grandsons if it is not the root. 

It is only possible to lose grandsons by PACKing nodes, and each iteration 
involves at most one PACK operation. PACK(B ‘, /3 - 1) can reduce F’s 
grandsons by at most one. All the other PACKS will reduce F’s grandsons by at 
most p - (Y. So the most F can lose is p grandsons. 

By induction, and the fact that the root does not have any restrictions, the 
proof is complete. El 

LEMMA 2.9. Algorithm 02 works for arbitrary /3 if 

PROOF. At Step 3 of the algorithm, nodes B and N have no more than P2 
grandsons together. In this case, we do not need to go to Step 4 through Step 6. 
There are four possibilities. 

(i) If N has (Y - 1 sons and B has (Y sons, then B and N can be merged without 
packing. 

(ii) If N has a - 1 sons and B has less than y + p grandsons, then they have at 
most 

( 
p2+1 a+p -- 2 1 - 1 + ((Y - 1)p 5 p2 

grandsons. 
(iii) If N has less than y grandsons and B has LY sons, then we have 

a@ + Ymax 
-a-1<82+8+p2+1 a-l<p2 ~- - 

2 2 
- . 

(iv) If N has less than y grandsons and B has less than y + @ grandsons, then 
we also have 27 + /3 - 2 5 fi2. 

Thus the algorithm always MERGES nodes B and N at Step 3, instead of 
going through Steps 4-6. There is no need for node B’ at all, and the assumptions 
of /3 I 6 and (Y I 3 can be dropped. Cl 

The following theorem summarizes the discussion on the deletion algorithm. 

THEOREM 2.3. The deletion algorithm deletes a key from an H(/3, y, 6) tree 
such that the resulting tree is still in that class if (i) p L 6, or (ii) y 5 -ymal - (Y. 
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The cost of such deletion is at most (i) 2/3( h - 1) + w and (ii) p( h - 1) + w, 
respectively. 

It is worth pointing out that the insertion and deletion algorithms in this 
section are exactly those of B-trees, when the parameters are set at their minimum 
values. Also, the cost of insertion and deletion decreases as the parameters 
decrease. This concludes the discussion in this section. 

3. PROPERTIES OF H-TREES 

In this section we investigate various properties of H-trees, including the worst- 
case height, the cost of accessing a key, and storage utilization. An estimate of 
the average cost for insertion and deletion can be found in [7]. 

Let us state one important observation before proceeding with the computation. 
Since most of the keys (or nodes) reside at the bottom of the tree, the performance 
of the tree is dominated by those keys. The following theorem gives a quantitative 
estimation of the foregoing observation: 

THEOREM 3.1. Let r be the ratio of keys on the lowest level of an H(P, y, 6) tree 
to the total number of keys. We have 

where 

6-l 
-<rzSp-l+c, 

6 P 

P-1 
’ = P(Pn - 1) 

is a very small quantity and n is the number of nodes on the lowest level. 

PROOF. Since there are n nodes on the lowest level, there are only n - 1 keys 
in the rest of the tree. Thus the ratio of keys in the lowest level (over all keys) is 
bounded by 

(6 - 1)n (P - lb 
(6 - 1)n + n - 1 < r < = (p - 1)n + n - 1. 

Thus 

6-l 
-<r-C=?+,. 0 

6 

The theorem shows that only a small fraction (about l/P to l/6) of keys are not 
on the lowest level. The result is used in the proofs below. 

3.1 Height 

The height of an H-tree is a very important quantity because it determines the 
accessing cost as well as the cost of insertion and deletion. In the following 
analysis, we derive upper and lower bounds on the height of an H-tree with K 
keys. Given an H(P, y, 6) tree of height h, we first compute a lower bound on the 
number of keys in such a tree. From the computation, we can derive an upper 
bound on the height. An H-tree of height h will have fewest keys if (i) the root 
has only two sons, (ii) the nodes on the bottom level have 6 sons each, and (iii) 
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all other nodes have y grandsons. Thus, in order to have height h, the following 
inequality must hold. 

K + 1 2 27(h-2)/2& 

that is, 

On the other hand, we know that 

h I log@(K + 1). 

So we have the following theorem: 

THEOREM 3.2. The maximal height for an H-tree with K keys is 

(3.1) 

(3.2) 

(3.3) 

The minimal height for such a tree is 

kin(K) = [ log,(K + 1) 1 * 

Note that (3.3) becomes 

(3.4) 

h:,,(K) = b + log<y@)j (3.5) 

if y and b are equal to their minimal value (i.e., in the case of the B-tree). 
In order to find out which of the parameters has a more important role in 

determining the height, and how much we can reduce the height, we compute the 
following ratio: 

h,,,(K) 
h:,,(K) - 

(3.6) 

- log,a2 (3.7) 

when K approaches infinity. This tells us that the reduction of the height is 
mainly due to y instead of 6. 
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3.2 Cost of Accessing a Key 

With the results of the previous section, we are able to calculate the cost of 
accessing a particular key in an H-tree. Again, we assume the cost to be the 
number of nodes accessed in order to find the node containing the key. The 
following lemma is a direct consequence of Theorem 3.2. 

LEMMA 3.1. The worst access cost (WC) of an H(& y, 6) tree of K keys is 

WC(K) = [2+2log,(Y)j. 

THEOREM 3.3. The average access cost for an H(/3, y, 6) tree of K keys, at(K), 
satisfies the following inequality: 

h-h-1 
P 

sac(K) 5 h-i, (3.3) 

where h is the height of the tree. 

PROOF. According to Theorem 3.1, most of the keys cost h nodes to access; 
the rest cost at least one and, at most, h - 1 nodes. Thus, 

P-1 
P 

h + i 1 I at(K) I e h + ; (h - l), 

which is (3.8). El 
The range of the access cost is fairly small, as indicated in the above theorem; 

thus we always use the height to represent the cost. 

3.3 Storage Utilization 

The storage utilization of a tree T is defined as 

number of keys in T 
u= 

(number of nodes in T)(node size - 1) * 
In our case, the node size is /3. Intuitively, u is the ratio of the used portion of all 
the nodes; l/u is the average space needed to store one key. Note that for B- 
trees, u is bounded by 0.5 and 1. 

THEOREM 3.4. The storage utilization of H-trees is at least 6/( p + 1). 

PROOF. Suppose that there are N nodes on the bottom level; then there are 
N - 1 keys in the levels above. Assuming the worst case, the N nodes on the 
bottom have 6 - 1 keys each and the remaining nodes have (II- 1 keys each. So 
there are at most N + 1 (N - l)/(cy - 1) J nodes, and at least N(6 - 1) + N - 1 
keys, in the tree. Thus, we have 

(3.9) 

N/3-N+&$(N-1) 
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N6 - 1 
-NP+N-2 b = P/2) (3.10) 

6 -- 
P+l 

(when N is large) Cl (3.11) 

It is obvious that the increase of u is due mostly to 6 instead of y. Let us 
examine the two extreme cases of the lower bound. If 6 is equal to its minimal 
value, u is about l/2, which agrees with the result from the analysis of B-trees. 
If 6 equals its maximal value, then 

4-P+1=l-a+P-l 
u - a(/3 + 1) a(P + 1) 

-l-$. (3.12) 

The above formula implies that the worst storage utilization can be as close to 1 
as we would like if we were free to choose a large (Y (or, equivalently, p). For 
example, with p = 63, u can be as high as 93.75 percent (compared to 50 percent 
for the B-tree). The average utilization should be higher yet. 

We have seen that y controls the height and 6 controls the storage of H-trees. 
Since there is not much room for improvement in height, the increase in storage 
efficiency is probably the most important improvement with regard to H-trees. 

4. COMPARISONS WITH OTHER TREES 

In this section we compare H(P, y, 6) trees with other classes of trees. Since the 
H(3,5,2) tree is the H-tree with the smallest order, we can in this section afford 
a detailed study of this case. Some measures of average performance are derived 
for it. In the next few sections, we examine B*-trees, compact B-trees, and dense 
multiway trees and compare them with appropriate classes of H-trees. We show 
that H-trees can perform like any of these classes if the parameters are suitably 
chosen. Further, in some cases, a significant improvement results by varying the 
parameters. 

4.1 2-3 Brother Trees 

2-3 trees are a special case of H-trees, with p = 3, y = 4, and 6 = 2. The “brother” 
condition simply says that a node with two sons must have a brother node that 
has three sons. H(3, 5, 2) trees have a more relaxed condition which requires a 
node to have at least five grandsons. It is easy to see that the set of all 2-3 
brother trees is a subset of the class of H(3, 5, 2) trees. Note that for 0 = 3, 
H(3, 5, 2) trees are the H-trees with highest order. Also note that, since 6 = cr, 
there are no restrictions on the bottom nodes. 

Note that from the analysis in Section 3, we know that the worst-case storage 
utilization is about 50 percent, even when y is at its maximal value. However, 
the average storage utilization of such a tree is much better than the worst. In 
fact, it is approximately the average of the worst and the best cases. The 
estimation is done using a technique due to Yao [16]. 

The average storage utilization of H(3, 5, 2) trees is shown to be 1303/1728, 
which is about 0.754. Note that this average is better than that of 2-3 trees, but 
not as good as 2-3 brother trees. This is not unexpected because the set of 
H(3, 5, 2) properly contains all 2-3 brother trees. 
ACM Transactions on Database Systems, Vol. 10, No. 2, June 1985. 



Height-Balanced Trees of Order (p, y, 6) 279 

Table 1. Comparison of 2-3 Trees, 2-3 Brother Trees, and H (3,5, 2) Trees 

Unit = log& (K = number of keys) 
Height 

2-3 Trees 2-3 Brother Trees H (3, 5, 2) Trees 

Worst 1.0 0.786 0.861 
Average 0.784-0.850 0.714-0.737 0.754 
Best 0.693 0.693 0.693 

Storage utilization 

Worst 0.5 0.707 0.5 
Average 0.63-0.71 0.78-0.82 0.754 
Best 1.0 1.0 1.0 

From the average storage utilization we can estimate the average height of 
H(3, 5, 2) trees. Since every node is about 75.4 percent full, a node will have 
1.508 keys on the average. Equivalently, a node has 2.508 sons on the average. 
Thus, the average height is about log,.&K + 1) = 0.754 logz(K + 1). Similarly, 
we can compute the average height for 2-3 brother trees. A comparison chart of 
the height and storage utilization is given in Table I. 

It is impossible for us to do such a detailed analysis on H-trees of a higher 
order. However, the results we obtain from H(3, 5, 2) trees give some hints: (1) 
The average height of the H(3, 5, 2) tree is 0.754 log(K + l), which is approxi- 
mately the average of the best and the worst cases. (2) The average storage 
utilization of H(3, 5, 2) trees is, again, the average of the best and the worst 
cases. If this ratio is true for H-trees in general, then an 80 percent worst-case 
storage utilization will be equivalent to a 90 percent average case storage utili- 
zation. This is particularly important because the cost for insertion and deletion 
depends on the value of m, which will always be less than 4 if the worst storage 
utilization is no more than 80 percent (see Section 3). 

4.2 B*-Trees 

To improve the storage utilization of B-trees, Bayer and McCreight [l] suggest 
use of the overflow method to ensure 2/3 worst storage utilization. The modified 
tree is called a B*-tree by Knuth [9]. Its formal definition is as follows. 

Definition 4.1. A B*-tree of order m is a multiway tree that satisfies these 
conditions: 

(1) every node except the root has at most m sons; 
(2) every node except for the root and leaves has at least (2m - 1)/3 sons; 
(3) the root has at least 2 and at most 2 ] (2m - 2)/3 J + 1 sons; 
(4) all leaves appear on the same level; 
(5) a nonleaf node with k sons contains k - 1 keys. 

Note that the root has to be implemented with a special node because it may 
by definition have more than m sons. This nonuniform treatment does not exist 
in H-trees. 

We first need to find a class of H-trees that is compatible with B*-trees. Since 
the most important characteristic of B*-trees is the 2/3 worst storage utilization, 
one choice is to select 6 = (2/3)@ and y = CX’. From the result of Section 3, we 
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Table II. Comparison of B*-Trees and H (p, c?, 2p + l/3) 

B*-Trees H-Trees 

Maximum height 

Worst utilization 

~+log*(+] b+210g,(y)j 

213 (20 + U/(38 + 3) 
Worst insertion 3h 
Worst deletion 3h 

2h + 1 
2h + 1 

know that the storage utilization of this H-tree is at least 213. Since y = (Y’, this 
class of H-tree has particularly simple insertion and deletion algorithms because 
the second phase of the insertion and deletion process is identical to that of B- 
trees. 

Since this class of H-trees is a superset of B*-trees, we cannot expect it to 
perform as well as B*-trees in all respects. In fact, the worst height of 
I-UP, a’, (2/3 + 1)/3) trees is larger than that of B*-trees. 

The insertion and deletion cost for B*-trees is 3h because it may involve three 
nodes on each level. However, for this class of H-trees, the insertion and deletion 
algorithms only involve three nodes on the bottom level since y = CY’. Thus, the 
insertion and deletion costs are at most 2h + 1. Although the height of the B*- 
tree is slightly smaller than that of the H-tree, the cost for insertion and deletion 
of the B*-tree is 50 percent greater than that of the H-tree in the worst case. 
Table II gives a comparison of these two trees. 

So we have shown one class of H-trees that is as good as B*-trees in storage 
utilization, but has smaller insertion and deletion costs. If a user is really 
concerned with insertion and deletion response time, then H-trees are clearly the 
better choice. Furthermore, H-trees can be improved by increasing their param- 
eters y and 6, depending on the need, For example, it is easy to see that with 6 = 
(3p + 1)/4, the storage utilization is at least 75 percent and the height is reduced 
further. The costs of insertion and deletion also increase, but only by a constant 
of 1. We can go as far as we like in increasing storage efficiency at the expense 
of the insertion and deletion costs. If we generalize B*-trees directly (i.e., requiring 
every node to be 75 percent full), the worst costs of insertion and deletion will 
go up by h, the height. Furthermore, the insertion and deletion algorithms would 
require every node to have at least four sons-so it is easy to see why no one has 
tried this. 

4.3 Compact B-Trees 

Rosenberg and Snyder [13] studied the trade-offs between time (i.e., node visit 
cost) and space costs, and concluded that: 

(1) the space cost/time cost trade-off exists, but is strongly biased in favor of 
minimizing space cost; and 

(2) keeping nodes near the filled root reduces space efficiency, and, in view of 
(l), is not advisable. 

Thus they (in [13]) define a class of space-optimal B-trees. Formally, a B-tree is 
compact if it is minimal in the number of nodes among all equally capacious B- 
trees of the same order. The following results are due to [13]: 
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Table III. Comparison of Compact B-Trees and H-Trees 

Compact B-Trees H-Trees (y = (Y’, & = 6,) 

Storage -1 

Height ri0g,w + i)i 

6 
0+1-l 

1 

K+l 
2 + log, --g- 

J 
Insertion O(N) 2h+a 
Deletion 00’) 2h+a 

LEMMA 4.1. The storage utilization of a compact B-tree of order m is about 1 for 
large K (number of keys). 

LEMMA 4.2. The height of a compact B-tree of order m is 1 log,(K + 1) 1 . 

The above lemmas tell us that, as far as space and height are concerned, 
compact B-trees are the best choice. To find a compatible H-tree that has about 
the same performance, the only choice is to select 6 equal to its maximum value. 
As we pointed out in the previous section, the worst-case storage utilization of 
such a tree is fairly close to 1. Throughout this section we select y to be a2 and 
6 to be its maximum value. 

The height of this H-tree is at most 

h,,,(K) = 12 + 2 log, y] . 

The difference between the height of this class of H-trees and that of compact 
B-trees, before taking the ceiling and floor, is very small. Therefore, the actual 
height differs only slightly. 

Compact B-trees perform very well with respect to storage utilization and 
height. However, they are rather fragile in that an insertion or deletion into a 
compact tree need not result in a compact tree. The cost to enforce the compact- 
ness is O(N), where N is the number of nodes in the tree. Although the authors 
claim that the benefits of compactness are likely to persist in the presence of 
insertion, the lack of O(log N) algorithms is certainly an undesirable feature of 
the tree. After all, the B-tree is meant to be a dynamic data structure. H-trees 
can be maintained at a much smaller cost. A summary of the comparison is 
shown in Table III. 

4.5 Dense Multiway Trees 

The purpose of dense multiway trees (DMT) was to improve the storage utiliza- 
tion of B-trees, as stated in [4]. The authors also introduced a parameter into 
the definition of B-trees. Thus, the objectives and the approach are parallel to 
those for H-trees. It is certainly very interesting to compare DMTs and H-trees. 

It is important to point out that a DMT may not be a B-tree, because a node 
is allowed to have less than m/2 sons. For this reason, it is possible that DMTs 
may be worse than B-trees in some respects. Also note that 2-3 brother trees are 
a special kind of weakly dense ternary tree. 

It is shown that the height h of an r-dense m-ary tree with K keys satisfies 

h 5 2 log,(K + l), 

which is about twice the height of B-trees (and H-trees). 
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Table IV. Comparison of DMTs and H-Trees 

Worst storage 

Maximum height 

Insertion cost 

Deletion cost 

DMT 

r+l 

m+l 
r2 10gs(K + 1)i 

O(h) if r = 1 
O(N) otherwise 
O(h) if r = 1 
O(N) otherwise 

H-Tree 

2h + a 

2h + a 

The storage utilization of DMTs is about (r + l)/(m + 1). So the storage 
efficiency ranges from very bad (worse than the B-tree’s 50 percent) to almost 
100 percent, depending on the parameter r. This has the same flavor as the H- 
tree, but the H-tree has at least 50 percent storage utilization. 

It is possible to insert a key into the weakly DMT in time O(h). However, 
there is no such algorithm for r > 1. Notice that storage is extremely bad when 
r = 1; that is, the O(h) insertion algorithm is practically useless. As we mentioned 
in Section 1, the dense multiway tree has two shortcomings: (1) the updating 
cost does not change smoothly as r is varied; (2) no value of r guarantees both 
acceptable updating costs and storage utilization. As we can see, the H-tree 
provides a solution to these problems. We list some comparisons of DMT and 
H-trees (with the parameter selected as in the previous section) in Table IV. 

Thus, we have demonstrated in this chapter that by selecting proper parameters 
the H-tree can perform like many other trees in the family of B-trees. And, in 
some cases, it outperforms those trees significantly in various respects. 

5. CONCLUSIONS 

We now summarize the discussions of the previous sections, together with some 
applications. 

(1) H-trees with high parameters have excellent storage utilization (from 50 
percent of B-trees to almost 100 percent) and smaller heights. The cost of 
maintaining these trees increases when the parameters y and 6 increase; however, 
this increase is relatively small compared to other trees. The worst cost is 
O(h + /3) for insertion and O(ph) for deletion. The average cost for the insertion 
is h + O(l)-very close to that of B-trees. We have thus achieved a good trade- 
off between insertion/deletion costs and access/storage costs. 

One possible application of B-trees with smaller heights and high storage 
efficiencies is in telephone switching systems, which have to search for user 
records in a very short time (on the order of microseconds) so as to handle the 
signals. This is why all records must be stored in main memory. Since memory 
is expensive, it is of the utmost importance to utilize the storage as much as 
possible. In addition, reducing the height of the tree is also significant; since the 
heights are small in most of the cases, even if we only reduce the height by one, 
the percentage reduction is meaningful. 

(2) We defined a spectrum of trees such that users can choose their own 
parameters to meet their needs. Furthermore, these parameters can be changed 
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dynamically as user needs change. For example, when a system is set up, we 
normally have more than enough storage. We may want to select a small 6 value 
such that we can enjoy efficient insertion and deletion. After a great many 
insertions, we may find that we need to utilize storage more efficiently. We can 
trade higher insertion and deletion costs for higher storage utilization at this 
time. We do not have to restructure the whole tree to meet the conditions for a 
higher 6 ‘. We can change the parameter from 6 to 6 ’ without shutting down the 
system, and the behavioral characteristics of the tree will change gradually toward 
the higher parameter. That is, we can perform more insertions by increasing the 
storage utilization instead of the storage itself. The H-tree will eventually be 
upgraded to satisfy the constraints of the higher parameter 6’. If additional 
storage is made available later on, the whole process can be reversed. Similar 
arguments can be applied to the parameter y. 

(3) H-trees have provided a framework for comparing various trees. As we 
have seen in the previous chapter, H-trees can perform like many other trees 
((2-3) brother trees, B*-trees, compact trees, etc.) if parameters are selected in a 
proper manner. In most of cases, H-trees did as well as other trees, if not better. 
By making comparisons among trees we may reduce some research effort. For 
example, dense multiway trees have a larger height than H-trees, provide about 
the same storage utilization, and lack efficient insertion and deletion algorithms. 
After comparing them to H-trees, there is not much reason to search for an 
efficient insertion algorithm for dense multiway trees. 

As we pointed out in the first section, height, storage utilization, and inser- 
tion/deletion costs are the most important measures in a tree structure. H-trees 
allow users to specify what kind of performance they want in all three categories. 
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